
Learning from context

Context:

Q::  Who created  Wikipedia ?

Answer:

Fact Recall
from pretraining 

data

Q:: 
Who created 
Wikipedia ?

Answer:
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Improve 
interpretability 

Is there a small module 
that is responsible for in-

context learning?

Improve inference-time 
compute efficiency

Retrieve evidence into context + 
route to smaller model

Router
Q:uestion: …

Improve 
pruning

Prune MLP layers more than 
attention?
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Q:uestion:: What is…

Open Book QA
(TriviaQA, NaturalQA)

Q:uestion:: What is …

Overriding QA
(DissentQA)

(Neeman et al. 2022, 
Li et al., 2022; 

Longpre et al., 2021)

≠Fact Recall ICL

Generic 
Classification

Context:

x1, f(x1)
x2, f(x2)
x3, f(x3)

Q:uestion:: xtest

(f is linear/
decision tree/
perceptron)

Closed Book QA
(TriviaQA, WebQA)

Q:uestion:: What is…

The Cost of Down-Scaling Language Models: 
Fact Recall Deteriorates before In-Context Learning
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Vaishnavh Nagarajan (Google Research),      Michael Carbin (MIT),       Jonathan Ragan-Kelley (MIT), 

Gintare Karolina Dziugaite (DeepMind)

How does scaling affect LLM capabilities?

Dense downscaling

(independently training 
smaller models from scratch)
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Pruning
SparseGPT (Frantar & Alistarh, 2023)
Wanda (Sun et al., 2023)

(every layer pruned to some X%)

How does scaling number of parameters affect core capabil-
ities of LLMs? We focus on two natural scaling techniques: 
pruning and dense down-scaling.

But first, how to disentangle fact recall from ICL?

Effect of Pruning

Many implications!

Effect of Dense Scaling

Fact recall deteriorates quickly  
(5% drop around 30% of pruning). 

Even under dense downscaling, fact recall deteriorates much quicker than ICL, like pruning.

Effect of Pruning Attention vs. FFW

We prune LLaMA 13 and 33B models to find out.

For fact recall, MLP layers are more important than Attention. 
For in-context learning, not as much difference.

Find our paper 
on Arxiv!

ICL withstands 60-70% pruning!

What could happen?

World 1: Highly 
distributed capability

World 2: Vulnerable
bottleneck exists
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Downscaling

World 3: 
Concentrated in safe spot (or) 

implemented redundantly 
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Downscaling

We investigate their effects  on two complementary capabili-
ties of LLMs: fact recall and in-context learning.

There are many possibilities, take your pick now!
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DissentQA/Overriding
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Linear Classification
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Dense
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Linear Classification
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